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Overview
Data is the lifeblood of enterprises. Data 
generation and the demand for data have grown 
exponentially because of technologies such as 
analytics, the proliferation of IoT, and 
business-friendly cloud implementations. 
Analysts say that 64.1 zettabytes (ZB) of data was 
created in 2020, and forecasts suggest that new 
data creation will grow at a compound annual 
growth rate of 23%, resulting in approximately 
175 ZB of data creation by 2025. This enormous 
growth will challenge enterprises to store and 
leverage their data ef�ciently. Unfortunately, 
approaches using Data Lakes, popular today, are 
already becoming inadequate. Delta Lakes is the 
new solution to manage and extract value from 
data. 

A brief look at the evolution and usage of 
Data Lakes

Historically, as data volumes ballooned over the 
last decade, enterprises found a logical way to 
use data faster. They began creating specialized 
data stores for each function. This meant that the 
marketing function would have a different data 
store from sales, �nance, or product 
development. Each team independently 
determined how to categorize, �lter, and analyze 
its data. This approach produced ef�ciency and 
speed in the use of data, but multiple data stores 
have added to costs. This approach also has an 
operational problem—the data one team had 
access to was not the same as the data another 
team had access. This inconsistency had 
expensive implications for business decisions. 
Data Lakes quickly became popular to get 
around costs and inconsistent data. 

A Data Lake is inexpensive to consolidate, store, 
and manage data (structured and unstructured) 
in a central repository. One of the critical upsides 
is that a de�nition schema is not prescribed or 
mandatory for a Data Lake. Using a Data Lake, 
enterprises can parse their data based on a given 
schema and provide the data to speci�c 
functions such as marketing, sales, customer 
service, and product development. 

On the downside, a Data Lake does not have 
upserts properties, and deleting speci�c records 
becomes dif�cult. This makes the data 
untrustworthy. The data also gets messy very 
quickly. Users are constantly dumping their data 
into it with little thought about how to discover 
or use the data. The auditability of the data 
becomes a signi�cant challenge. It is dif�cult to 
track who or which process accessed the data, 
how it was enhanced, how redundant copies of 
the data came into existence, etc. In addition, this 
reduces the accuracy of ML data �ows and use 
cases. These are serious challenges and 
limitations to Data Lakes accumulated during the 
past years that led to the creation of Delta Lakes. 

Delta Lakes: The foundation of Data as a 
Service (DaaS)

As observed, the central problem with Data 
Lakes has been the lack of control over the data. 
Delta Lake, an open-source storage layer, solves 
this.

A Delta Lake is a centralized strategy with 
scalable storage for the enormous volumes of 
raw Big Data. It stores data in all the formats that 
enterprises today have access to. 

Delta Lake brings a balanced approach to data 
management and usage. It ensures the storage is 
decoupled from compute, storing only the latest 
or most recent data. In addition, it provides ACID 
(Atomicity, Consistency, Isolation, Durability) 
properties to the data tables. This avoids turning 
the Data Lake into a toxic Data Swamp.
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Marlabs has formulated a Delta Lake strategy by 
carefully investigating customer demands and 
analyzing their pain points and industry trends. 
Marlabs brainstormed alternate approaches and 
selected Apache Hudi, the open-source Spark 
library to be the Delta Lake foundation. Hudi is a 
rich platform designed to build streaming Data 
Lakes with incremental data pipelines on a 
self-managing database layer. Hudi has a large 
community of active contributors that’s 
leveraged by some of the biggest enterprises. 
The platform designs are enabled for ingestions 
through DeltaStreamer to feed data in  
near-real-time as well as in batch modes 
irrespective of scale from variety of business data 
producers.

Figure 1: Fast and ef�cient incremental data 
pipelines 

Hudi is optimized for lake engines and regular 
batch processing (see Figure 2). Cloud 
environments on AWS supports Hudi on EMR 
and wraps the libraries in AWS's own Amazon 
jars. Hudi has proven to perform well on AWS 
EMR, with proper con�guration. The biggest 
advantage of Hudi is it’s ACID compliant, which 
guarantees inserts, deletes, and updates. 
Thereby reducing multiple data copy creation 
approaches and ensures the optimal read 
mechanisms based on the consumption patterns.

The larger data platforms require opportunities 
for lesser data scans. This avoids multiple data 
copies by provisioning the delete capability in 
Data Lakes which is the need of the hour. Hudi 
has these built in features along with time travel 

that guarantees the retrieval of data from any 
previous data versions which makes it ideal for 
business use cases. By leveraging Hudi, Data 
Management can be distributed into different 
data consuming layers as highlighted below.

Figure 2: Delta Lake: The foundation for DaaS 

The business case for DaaS
In a recent engagement with a large media 
house in North America, Marlabs identi�ed the 
following challenges faced by the client: 

• The client did not have a 360⁰ view of 
customers due to disparate storage entities

• Poor scalability due to multi-technology 
integration architecture

• Poor customer service and satisfaction, 
resulting in subscription churn

• Marketing was overspending on campaigns 
to deliver customer retention

• Data was not real-time, leading to lost 
opportunities in campaign ef�ciency

• Increased operational expenses, which 
prevented investments in modernization

• Sales cycle was longer than usual due to 
market impression/reviews

12 The Next Evolution of Data as a Service by taking advantage of Delta Lake

Incremental 
Processor

Stream 
Processor

Batch
Processor

Capture

Tables

Apply

Changes to 
Output

State lookups 
merges

New 
Input

Snapshot 
at Time t

State 
lookups 
merges

“Every pipeline on the lake is incremental, fast and efficient. Stream processing on 
Data Lakes = Incremental Processing”.

Changes 
to 

Output

New 
Input

All 
Input

Overwrite 
Output

intermediate 
results Aka 

State

Streams

StreamsStreams

Tables

Streams

TablesTables

HUDI REFERENCE

Batch StackStreaming Stack

Incremental Stack

DATA LAKE

Usecase-based data consumption across different divisions. Data consumers ranging from
Data Analysts | Data Scientists | Data Stewards | Marketing Campaign Specialists

Aggregated 
Modelled & Filtered

Aggregated 
Layer

Raw Live Table Enriched Live 
Table

S3 Sink 
point

Enriched 
Engine

Business Apps

Service Cloud

POS Systems 

Data Warehouse

endor Data 

Call Center Data

Kafks 
Consumer 

clients

Debizium 
Connect

Devices events

Data sources

Data consumption points



3 The Next Evolution of Data as a Service by taking advantage of Delta Lake

Sharath Kolachalam
Technical Lead, Data Engineering Practice 

Marlabs

After understanding the gaps in Data 
Management, Marlabs designed a new solution 
for the client on the AWS cloud that enabled 
DaaS. The solution included the following:

• Embedded a master engine built on PySpark 
to ensure standardized data entities

• Modernized the data architecture to be more 
real-time and directly ingested from the 
source

• Embedded the data curation, quality, and 
standardization �ows in PySpark, Databricks, 
and Python

• Migrated from multi-technology data 
ingestion to an open-source framework

• Monitored and turned the workloads with 
advanced approaches

The advantages of the solution became apparent 
when the client:

• Converted ~45% of workloads near 
real-time 

• Reduced the churn and acquired 
referral-based new clients since all the 
systems are integrated

• Acquired a real-time 3600 view of its 
customers

• Reduced sales cycles by 8% with better 
customer behavior analysis.

• Enabled a 20-30% cost saving in storage and 
compute

• Acquired 12 re-usable components, which 
reduced development efforts by 17%

• Improved data engineering use-case delivery 
rate by 22%

  
Delta Lakes can play a signi�cant in�uence for 
the platforms to be built for DaaS architectures. 
A Delta Lake enables ease of ingestion at scale 
for all data types in real-time and batch mode. As 
a result, data storage and consumption are 
simpli�ed, allowing the enterprise to serve a 
wider variety of consumers. 
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